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Topics to be covered:

• Basics of CNNs

• Analysis of LeCun’s example

• Training CNNs by tying weights

• Why CNNs work

• Mathematical supplement: convolution

1 Basics of CNNs

2 Analysis of LeCun’s example

To understand better how CNNs are constructed and how they work, it
is a good idea to go through one example in detail. Figure 1 is an example
taken from LeCun’s talk [2].

It is a CNN with a 83 × 83 pixel gray-scale image as an input. So there
are 83× 83 = 6889 input neurons (variables), each of which has a gray scale
integer value ranging from 0 (darkest) to 255 (brightest).

The first hidden layer is constructed by taking 64 9 × 9 kernels (filters).
Each kernel defines a 64× 64 pixel image, which is usually called a feature
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Figure 1: LeCun’s example

Figure 2: 64 feature maps

image, feature map, or simply feature. As we can see in Section 5, the
application of a 9× 9 kernel to an 83× 83 image results in a 75× 75 image.
Since there are 64 such kernels, the first hidden layer is made up of 64 75×75
images, which is shown in Figure 2.

Figure 3: Pooling
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Next is the pooling layer. Figure 3 shows how pooling is done by moving
a 10 × 10 window on a 75 × 75 image. Due to the boundary effect, the size
of the resulting image is 66 × 66. The most popular pooling method is the
so-called max-pooling, which picks up the maximum value in each 10 × 10
block. Another popular pooling method is average-pooling, which averages
the values in each 10× 10 block. One may also use LP -pooling.

One then applies subsampling to each of the pooled 66×66 images. Figure
4 shows how subsampling is done in this example. Here 5 × 5 subsampling
is used. It means the column stride is 5, and the row stride is also 5. (Stride
is the distance between two successive sample points.) Thus, the sampled
points have co-ordinates: (1, 1), (1, 6), · · · , (1, 66); (6, 1), (6, 6), · · · , (6, 66);
· · · (66, 1), (66, 6), · · · , (66, 66). This subsampling scheme results in an image
of size 14× 14, which is depicted in Figure 4.

Figure 4: Subsampling

The next step is to create the third hidden layer (Layer 3). As we can
see in Figure 1, there are 256 feature maps in Layer 3. Each of such feature
maps are gotten as follows. First, randomly select 16 feature maps out of 64
feature maps in Layer 2. Second, construct a 3-D convolution kernel for the
16 × 14 × 14 volume as in Figure 5. For each of the 16 feature maps, this
defines a 2D convolution kernel, thereby defining 16 kernels for each of such
volume. Repeat this 256 times, thereby creating 256 feature maps in Layer
3. Note also that there are 256× 16 = 4096 2D kernels.

In order to enhance image processing capability, each of the above steps
can be augmented with additional operations. Typically, such operations
are Rectification (R) and Local Contrast Normalization (LCN). To
illustrate them, let xi be an ith feature map, and let xijk be the (j, k)-th
pixel value of xi. As with the usual neural network, one also uses ReLU or
other activation functions. The augmentations used in this example are:
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Figure 5: 16× 14× 14 volume creates one feature map in Layer 3

• ReLU
xijk → max(0, xijk).

• Rectification
xijk → |xijk|.

• Subtractive normalization

xijk → vijk = xijk −
∑
i,p,q

ωpqxi,j+p,k+q,

where ωpq is a Gaussian-like filter such that
∑

i,p,q ωpq = 1

• Divisive normalization

vijk → yijk = vijk/max(c, σjk),

where σjk = (
∑

i,p,q ωpqv
2
i,j+p,k+q)

1/2

3 Training CNNs by tying weights

CNNs are trained just like the usual neural networks, except that weight-
tying must be respected throughout the training. To enforce weight-tying
required by the CNN architecture, one needs to maintain equality constraints.
For example, suppose we have tied weights ω1 = ω2 = · · · = ωN . The gradient
descent algorithm will create new weights ω̃1(new), ω̃2(new), · · · , ω̃N(new).
To enforce the equality constraints, define for i = 1, · · · , N,

ωi(new) =
1

N

N∑
j=1

ω̃j(new).
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This way, weight-tying is maintained through each training epoch.
The computations in the Rectification and LCN steps do not involve

weights, so there is no need to be concerned with weight adjustment when
the training is done. However, said steps do affect the error derivative back-
propagation. For this reason, derivative computation has to be done for each
of these operations. For instance, the derivative of the max function is as
follows:

max(x1, x2) =
1

2
{|x1 − x2|+ x1 + x2}

∂

∂x1
max(x1, x2) =

{
1 if x1 > x2
0 else

Simiarly

∂

∂x1
max(x1, x2, x3) =

{
1 if x1 > x2, x1 > x3
0 else.

In practice, though, this is done through automatic differentiation. Sim-
ilarly, one can use automatic differentiation to compute the derivatives as-
sociated with average, Lp norms, and other operations like rectification and
local contrast normalization.

4 Why CNNs work

Let us look at image classification problems. Suppose the input image
resolution is 1000× 1000. (Nowadays it is not such a high resolution image.)
Then the input layer must have one million variables. Suppose we use 100×
100 variables in the first hidden layer. If we use fully connected neural
networks, not CNNs, then the number of connections (weights) between the
input and the first hidden layer becomes 106 × 104 = 1010. In this situation,
even tens of millions of input images are not enough to properly train these
huge number of weights, So it becomes a ruefully under-determined problem.
As a result, one can easily fit the neural network to the given data since
there is so much wiggle room to adjust weights. However, when it comes to
generalization, its performance quickly deteriorates. It shows every symptom
of overfitting.

Suppose, on the other hand, we use CNNs for this task. For example, let
us suppose we use LeCun’s example. Note that one 9 × 9 kernel (filter) in

5



the first layer is reused everywhere to create one feature map. Since there
are 64 feature maps, the total number of weights to be trained is 64×9×9 =
5184. This number is minuscule compared with fully connected case. Note in
particular, it does not depend on the input image size. This huge reduction
of the number of weights makes CNNs much easy to train.

Second aspect of CNNs to notice is the role of convolution. In image
processing, convolution filters are routinely used to extract features from
images. For example, the Sobel filter

Gx =

+1 0 −1
+2 0 −2
+1 0 −1


is a discrete version of

∂

∂x
, and one can similarly define a Sobel filter Gy

for
∂

∂y
. There are numerous other filters used in image processing. There

are similarities and differences in the way CNNs use filters (kernels) when
compared with the way they are used in image processing. First, the filters
CNNs use are like those filters in image processing. In this sense, what CNNs
do can be likened to image processing operations. On the other hand, unlike
image processing in which filters are explicitly specified (by human experts),
CNNs do not specify any filter (kernel) a priori. In CNN architecture, filters
are just variables to be learned (trained) by data. It just so happens that
these filters behave like image processing filters. See also [2] or any other
presentations on CNNs for more explanation.

In practice, there is a wide variation in the design of CNN architecture.
Each has pros and cons. Since there is a proliferation of literature on CNNs,
the reader is referred to any excellent books and articles. For instance the
recent book by Goodfellow et al. is an excellent reference book [1].

5 Mathematical supplement: convolution

Let f : Rd → R and g : Rd → R be functions defined on Rd. Their
convolution f ∗ g is a function defined on Rd given by

(f ∗ g)(x) =

∫
Rd

f(y)g(x− y)dy =

∫
Rd

f(x− y)g(y)dy.
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If we use a fixed function K(x) for g(x), then the convolution transforms
f(x) into a new function (f ∗K)(x). In this case K(x) is called a convolution
kernel.

Convolution for a discrete signal (function) is defined similarly. Say, let
x(i) and K(i) be 1-D discrete signals defined for all integers i. Then their
convolution x ∗K is defined by

(x ∗K)(i) =
∑
j

x(j)K(i− j) =
∑
j

x(i− j)K(j). (1)

To understand its effect on the boundary, let K(i) be a finite array, say

K = [K(−1), K(0), K(−1)].

Then it is easy to see by (1) that

(x ∗K)(i) = x(i− 1)K(1) + x(i)K(0) + x(i+ 1)K(−1).

Suppose further that x(i) is an array of length n such that it is defined only
for i = 1, · · · , n, i.e.

x = [x(1), · · · , x(n)].

Then for i = 2, · · · , n− 1, we still have

(x ∗K)(i) = x(i− 1)K(1) + x(i)K(0) + x(i+ 1)K(−1).

However, for i = 1, we have problem defining

(x ∗K)(1) = x(1− 1)K(1) + x(1)K(0) + x(1 + 1)K(−1),

since x(1− 1) = x(0) is not defined. Similarly, (x ∗K)(n) cannot be defined.
Thus, as a result, (x ∗K)(i) can be defined only for index i = 2, · · · , n− 1,
thereby making x∗K an array of length n−2. Sometimes, people artificially
add padding by declaring x(0) = x(n + 1) = 0 to force x ∗ K to have the
same length as x. However, since it distorts the signal near the boundary, it
is usually to be avoided.

If K has length 2m+ 1, say

K = [K(−m), · · · , K(0), · · · , K(−m)].

Then (x ∗K)(i) is defined only for i = m + 1, · · · , n−m. Thus x ∗K is an
array of length n− 2m.
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In these examples, we assumed K(i) is defined for a specific type of in-
dices, say, from −m to m. However, the index can range anywhere. Say,
suppose K(i) is defined for i = 1, · · · , 2m+ 1. By (1), the convolution x ∗K
is defined by

(x ∗K)(i) =
2m+1∑
j=1

x(i− j)K(j). (2)

Since x(i) is defined only for i = 1, · · ·n, in order for (2) to make sense, the
index of x inside the summation must satisfy the conditions: i−(2m+1) ≥ 1
and i−1 ≤ n. Therefore we must have i = (2m+2), · · · , (n+1), which again
makes (x∗K)(i) an array of length n−2m. Thus change in the index of K(i)
results in the shift in the index of (x ∗K)(i), not its length. For this reason,
we always assume in this lecture that the indices of a kernel is centered at 0
in order to simplify the notation.

For 2-D signals, a similar phenomenon occurs. Let x(i, j) be a 2-D discrete
signal (function) of size (m,n), which is a 2-D array defined for i = 1, · · · ,m
and j = 1, · · · , n. If K(i, j) is a 2-D kernel of size (2a+ 1, 2b+ 1), defined for
i = −a, · · · , a and j = −b, · · · , b, then a similar argument can be employed
to show that

(x ∗K)(i, j) =
a∑

k=−a

b∑
`=−b

x(i− k, j − `)K(k, `)

is defined for i = a + 1, · · · ,m − a and j = b + 1, · · · , n − b. Therefore, the
resulting convolution x ∗K is a 2-D array of size (m− 2a, n− 2b).

A similar argument can be applied to higher dimensional arrays, which
are sometimes called volumes. For instance, for a 3-D array x(i, j, k), one
can apply a 3-D kernel to get a similar formulation and results for 3-D con-
volution.
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